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AN EFFICIENT SAT ENCODING FOR SOLVING THE SOCIAL GOLFER
PROBLEM

Tuyen Van Kieu , Nguyen Tan Nguyen and Khanh Van To*

Abstract. The Social Golfer Problem (SGP), a classic NP-complete combinatorial optimization chal-
lenge, poses significant scalability issues for automated solvers. To address these limitations, this paper
introduces a novel and efficient SAT encoding, the New SAT Encoding (NSE). NSE employs a com-
pact three-index variable representation and integrates the New Sequential Counter (NSC) encoding,
the proposed technique for Exactly K cardinality constraints, specifically for the SGP’s Group Size
constraint. Rigorous experimental evaluation against established encodings, including Triska–Musliu
Encoding and Set Constraint Encoding, demonstrates NSE’s superior robustness and performance.
Notably, NSE solves a larger number of SGP instances, including the previously intractable 6–3–8
benchmark, outperforming existing SAT-based approaches. While NSE may exhibit a slightly larger
clause count in certain configurations, its significantly reduced variable count and solver-friendly CNF
structure, enabled by NSC, facilitate enhanced constraint propagation and search efficiency. These
results highlight the effectiveness of the NSE encoding and the NSC technique, advancing the state-of-
the-art SAT-based solutions for complex combinatorial problems like the Social Golfer Problem.
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1. Introduction

The Social Golfer Problem (SGP) is a classic combinatorial optimization problem with practical applications
in scheduling, resource allocation, and experimental design [11,19]. The problem can be stated as follows: given
𝑔 groups of 𝑝 players each, and 𝑤 weeks, is it possible to schedule the golfers such that no two players are in the
same group more than once? The decision version of the SGP (determining feasibility for given parameters) is
NP-complete [21], while the optimization version (maximizing the number of weeks) is NP-hard, making both
variants computationally challenging for large instances.

The SGP’s difficulty stems from its inherent combinatorial explosion and high degree of symmetry [13,17,39].
As the number of players (𝑔 × 𝑝), groups (𝑔), and weeks (𝑤) increases, the number of possible schedules
grows super-exponentially. A naive upper bound on the number of possible schedules can be estimated as

((𝑔×𝑝)!)𝑤

(𝑝!)𝑔𝑤×(𝑔!)𝑤×𝑤! . This formula accounts for arranging all 𝑔 × 𝑝 players independently in each of the 𝑤 weeks
(yielding ((𝑔 × 𝑝)!)𝑤 permutations), then dividing by (𝑝!)𝑔𝑤 to remove orderings within each of the 𝑔 × 𝑤
groups, by (𝑔!)𝑤 to remove group orderings within each week, and by 𝑤! to remove week orderings. This
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rapid growth in the search space makes finding optimal, or even feasible, solutions computationally intractable
for larger instances. Furthermore, many of these schedules are symmetrical equivalents, meaning they can be
obtained from each other by simply reordering players within a group [19], reordering groups within a week
[27], or reordering the weeks themselves [27]. These symmetries significantly inflate the search space, making it
difficult for algorithms to find solutions efficiently, as they may explore many symmetrically equivalent solutions
without making progress towards a truly distinct solution. The standard instance of SGP is represented by a
triple 𝑔–𝑝–𝑤. For example, an 8–4–9 instance of SGP represents scheduling with 8 groups, each group with 4
players in 9 weeks.

Beyond its theoretical interest, the SGP has practical relevance in various domains. For instance, in sports
scheduling, it can be used to create fair and diverse matchups [10, 22]. In experimental design, it can help
ensure that different treatments are applied to subjects in a way that minimizes bias [11, 38]. In educational
settings, the problem relates to scheduling groups meeting for different projects [19]. The SGP has also been
applied to scheduling reach mahjong tournaments [28], where players must be assigned to tables across multiple
rounds with constraints similar to those in the original SGP. These diverse applications underscore the SGP’s
importance as both a theoretical benchmark and a practical optimization tool.

Several approaches have been proposed to tackle the SGP, broadly categorized into constraint programming
(CP) [4, 19], mixed-integer programming (MIP) [14], metaheuristics [12, 20], and, more recently, Boolean satis-
fiability (SAT)-based encodings [18, 27, 39]. While each approach has its strengths and weaknesses, SAT-based
methods have gained increasing attention due to the remarkable progress in SAT solver technology over the
past two decades [8].

However, existing SAT-based approaches to the SGP, such as the Direct Encoding (DE) and the Triska–
Musliu Encoding (TME) [39], still face scalability challenges. These encodings often result in a large number
of variables and clauses, especially when dealing with larger instances. This, in turn, can lead to long solving
times and make it difficult to find solutions for complex scenarios. There remains a need for more efficient and
scalable SAT encodings that can effectively leverage the power of modern SAT solvers while mitigating the
combinatorial explosion inherent in the SGP.

This paper addresses the limitations of existing SAT-based approaches to the SGP by proposing a novel and
efficient SAT encoding. Our main contributions are as follows:

– We introduce a new SAT representation for the SGP that utilizes variables of the form 𝐺𝑖𝑘𝑙, indicating
whether player 𝑖 is assigned to group 𝑘 in week 𝑙. This representation, combined with our proposed New
Sequential Counter (NSC) encoding for cardinality constraints, significantly reduces the number of variables
compared to existing encodings like TME.

– We conduct a comprehensive experimental evaluation, comparing our proposed encoding against the TME
encoding, several Exactly-K encodings from the PBLib library [33], and the Set Constraint Encoding (SCE)
approach of Lardeux and Monfroy. Our results demonstrate that our encoding outperforms these existing
encodings in terms of both the number of solved instances and solving time.

The remainder of this paper is organized as follows. Section 2 introduces the Social Golfer Problem, pro-
viding its formal definition and discussing the computational challenges it presents. Section 3 reviews existing
approaches in the literature, categorized into constraint programming, mixed-integer programming, metaheuris-
tic, and SAT-based methods. Section 4 presents our proposed approach, introducing a new variable represen-
tation and the New Sequential Counter (NSC) encoding for cardinality constraints, followed by complexity
analysis. Section 5 details our experimental evaluation, comparing our encoding with existing encodings across
different problem instances. Finally, Section 6 concludes the paper with a summary of contributions and direc-
tions for future research. Additional proofs and detailed experimental results are provided in the appendices.
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2. The Social Golfer Problem: formulation and challenges

2.1. Problem formulation

The SGP is a combinatorial optimization problem that can be formally defined as follows. Let 𝑃 be a set
of 𝑛 = 𝑔 × 𝑝 players, where 𝑔 represents the number of groups and 𝑝 represents the number of players in each
group. The objective is to schedule these 𝑛 players into 𝑔 groups of size 𝑝 over 𝑤 weeks, subject to the constraint
that no two players can be in the same group more than once.

More formally, we seek a set of groups 𝐺𝑘𝑙, where 𝑘 ∈ {1, 2, . . . , 𝑔} represents the group index and 𝑙 ∈
{1, 2, . . . , 𝑤} represents the week index. Each 𝐺𝑘𝑙 is a subset of 𝑃 , and the following conditions must hold:

– Group Size: |𝐺𝑘𝑙| = 𝑝 for all 𝑘 ∈ {1, 2, . . . , 𝑔} and 𝑙 ∈ {1, 2, . . . , 𝑤}. (Each group must contain exactly 𝑝
players.)

– Unique Group Assignment: For each week 𝑙, the union of all groups in that week must equal the set of all
players:

⋃︀𝑔
𝑘=1 𝐺𝑘𝑙 = 𝑃 . (Every player must play in exactly one group each week.)

– Unique Pairings: For any two distinct players 𝑖, 𝑗 ∈ 𝑃 , and for any two weeks 𝑙1, 𝑙2 ∈ {1, 2, . . . , 𝑤}, if there
exist groups 𝑘1 and 𝑘2 such that 𝑖, 𝑗 ∈ 𝐺𝑘1𝑙1 and 𝑖, 𝑗 ∈ 𝐺𝑘2𝑙2 , then 𝑙1 = 𝑙2 and 𝑘1 = 𝑘2. (No two players can
be in the same group more than once.)

A feasible solution to the SGP is an assignment of players to groups that satisfies all of these constraints. The
objective is typically to determine whether a feasible solution exists for a given instance 𝑔–𝑝–𝑤 (the decision
problem), or to find the maximum number of weeks 𝑤 for which a feasible solution exists given 𝑔 and 𝑝 (the
optimization problem).

Example 1. Consider a small instance with 𝑔 = 2, 𝑝 = 2, and 𝑤 = 3 (a 2–2–3 instance). This involves 4 players
(𝑃 = {1, 2, 3, 4}). A feasible solution could be:

– Week 1: {1, 2}, {3, 4}.
– Week 2: {1, 3}, {2, 4}.
– Week 3: {1, 4}, {2, 3}.

This solution satisfies all the constraints: each group has 2 players, every player plays each week, and no two
players are in the same group more than once.

2.2. Computational challenges

The SGP is known to be NP-complete [21], indicating that no known polynomial-time algorithm can solve
all instances of the problem efficiently. The primary source of difficulty lies in the combinatorial explosion of
the search space. As the number of players, groups, and weeks increases, the number of potential schedules
grows factorially, as previously mentioned in the introduction. This makes exhaustive search infeasible even for
moderately sized instances.

Furthermore, the SGP exhibits a high degree of symmetry [13, 17, 39]. These symmetries – arising from
player, group, and week permutations – lead to numerous equivalent solutions. A solver that does not account
for symmetry may spend considerable time exploring symmetrically equivalent regions of the search space,
hindering its ability to find a distinct solution or prove unsatisfiability efficiently. Effective symmetry-breaking
techniques are therefore crucial for tackling the SGP [27].

3. Literature review

The SGP has been tackled using a variety of approaches, each with its advantages and disadvantages. This
section provides an overview of the main solution methods, focusing on their applicability and limitations for
solving the SGP.
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3.1. Constraint Programming approaches

Constraint Programming (CP) has been a popular choice for modeling and solving the SGP due to its declar-
ative nature and ability to handle complex constraints [4, 19]. Early CP approaches often relied on specialized
global constraints and search heuristics tailored to the SGP’s structure [19]. Gent and Prosser explored various
CP models and symmetry-breaking techniques, demonstrating the effectiveness of CP for smaller instances [19].
Azevedo investigated dynamic symmetry-breaking methods within a CP framework [4]. However, CP approaches
can struggle with scalability as the problem size increases, particularly with a large number of players and weeks,
due to the difficulty of propagating complex global constraints efficiently.

3.2. Mixed-Integer Programming approaches

Mixed-Integer Programming (MIP) has also been applied to the SGP, formulating the problem as a mathemat-
ical optimization model with integer variables and linear constraints [14]. Dotú and Van Hentenryck developed
an MIP model and employed local search techniques to find solutions [14]. While MIP solvers can leverage pow-
erful optimization techniques, they often face challenges in handling the SGP’s combinatorial complexity and
the large number of binary variables required to represent the problem. The performance of MIP approaches
can be highly sensitive to the specific formulation and the choice of solver.

3.3. Metaheuristic approaches

Metaheuristic algorithms, such as genetic algorithms, simulated annealing, and tabu search, have been used to
find approximate solutions to the SGP, especially for larger instances where exact methods become impractical
[12, 14, 20]. Cotta et al. applied memetic evolutionary programming, combining genetic algorithms with local
search [12]. Dotú and Van Hentenryck incorporated local search into a constraint-based framework, showing
improved results [14]. Although metaheuristics can often find good solutions relatively quickly, they do not
guarantee optimality and may require careful parameter tuning to achieve optimal performance. Furthermore,
providing a certificate of optimality (or unsatisfiability) is beyond the capability of metaheuristic approaches.

3.4. SAT-based approaches

SAT-based approaches have emerged as a promising alternative for solving the SGP, leveraging the significant
advances in SAT solver technology [8]. These methods involve encoding the SGP constraints into a Boolean
satisfiability problem, which can then be solved using a SAT solver.

Direct Encoding – DE

The earliest SAT-based approach was Direct Encoding (DE), which used a straightforward representation with
Boolean variables indicating player-group-week assignments [18]. However, the DE suffered from a significant
drawback: it generated a large number of variables and clauses, rendering it inefficient for larger SGP instances.

Triska–Musliu Encoding – TME

To address the limitations of DE, Triska and Musliu proposed an improved encoding, known as the Triska–
Musliu Encoding (TME) [39]. TME is a refinement of DE, achieving a more compact representation by intro-
ducing auxiliary variables and revising the constraint formulations. Specifically, TME incorporates auxiliary
variables (denoted as 𝐺′𝑖𝑘𝑙) to represent player assignments more efficiently, leading to a reduction in the overall
size of the SAT instance. Furthermore, Triska and Musliu corrected errors present in the symmetry-breaking
clauses of earlier direct encoding attempts, contributing to a more robust and accurate SAT-based approach.
While TME marked substantial progress, allowing for the solution of larger SGP instances compared to DE,
they still exhibit scalability limitations, particularly as the number of players, groups, and, most notably, weeks
increases.
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Set Constraint Encoding – SCE

An alternative approach, Set Constraint Encoding (SCE), was proposed by Lardeux and Monfroy [27]. SCE
employs a higher-level modeling paradigm based on set constraints. These set constraints are then automatically
translated into SAT clauses. This approach provides a more expressive and declarative way to model the SGP,
simplifying the problem representation and reducing the potential for manual encoding errors. However, the
performance of SCE is often dependent on the efficiency of the translation from set constraints to SAT and can
be sensitive to the specific SAT solver employed. SCE also demonstrably benefits from unit propagation as a
preprocessing step.

3.5. Summary and research gap

While significant progress has been made in solving the SGP, existing methods still exhibit limitations. CP and
MIP approaches can struggle with scalability as the number of players, groups, and weeks increases, making
them less effective for larger instances. Metaheuristic approaches, while often able to find solutions quickly,
do not provide guarantees of optimality or unsatisfiability. SAT-based methods, particularly DE and TME,
have demonstrated considerable promise, but even these encodings can become computationally demanding for
larger and more complex instances. The SCE approach offers a higher-level, more expressive modeling language;
however, its performance is contingent on the efficiency of the translation to SAT and can be highly sensitive
to the chosen SAT solver.

A compelling example of these limitations is the 6–3–8 instance. As noted in [29], this instance can be
solved within a reasonable time frame using metaheuristic methods [14], but it remained an open challenge for
constraint satisfaction approaches at the time of their publication. This highlights a crucial gap: existing CP
and SAT-based methods, while powerful, struggle to efficiently explore the search space of instances like 6–3–8,
which, despite their relatively small size, possess a challenging combinatorial structure.

Therefore, a research gap exists for a more efficient and scalable SAT encoding for the SGP that can:

– Minimize the number of variables and clauses, enabling the solution of larger and more complex instances.
– Effectively incorporate symmetry-breaking techniques to reduce the search space.
– Promote efficient constraint propagation within the SAT solver, leading to faster solving times.
– Bridge the performance gap observed in instances like 6–3–8, 8–4–8, 9–9–10 (which both TME and SCE

have not yet solved, as noted in prior studies), demonstrating competitiveness with, or superiority to, state-
of-the-art methods, including metaheuristics, on challenging instances.

This paper aims to address this gap by proposing a novel SAT encoding that leverages a compact variable
representation, and an efficient cardinality constraint encoding, demonstrating superior performance compared
to existing encodings.

4. Proposed SAT-based approach

This section details our proposed New SAT Encoding (NSE) for the SGP. NSE aims to address the limitations
of existing approaches by providing a more compact and efficient representation of the problem, facilitating faster
solving times, and enabling the solution of larger instances. The core of NSE lies in its variable representation
and carefully designed constraint encodings, which we describe in the following subsections.

4.1. Variable representation

The foundation of our NSE methodology lies in its judicious selection of Boolean variables. In contrast to
earlier approaches, particularly the Direct Encoding (DE) which often employs four-index variables to represent
player-group-week-position assignments, NSE leverages a more parsimonious three-index variable representation.
Specifically, we introduce a set of Boolean variables, denoted as 𝐺𝑖𝑘𝑙, which directly encode the assignment of
players to groups and weeks.
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Table 1. Theoretical comparison between NSC and SC encodings.

Property Sinz’s SC Proposed NSC Advantage

Auxiliary variables 𝑘(𝑛− 1) 𝑘(𝑛− 1)− 𝑘(𝑘−1)
2

Reduced variable count
Clauses 2𝑛𝑘 + 𝑛− 3𝑘 − 1 2𝑛𝑘 + 𝑛− 3𝑘 − 𝑘2 Simplified clause structure
GAC maintenance Partial Complete for ≤ 𝑘 Enhanced propagation

Definition 1 (Player-Group-Week Variables). For each player 𝑖 ∈ {1, . . . , 𝑛}, group 𝑘 ∈ {1, . . . , 𝑔}, and week
𝑙 ∈ {1, . . . , 𝑤}, we define:

𝐺𝑖𝑘𝑙 =

{︃
TRUE if player 𝑖 is in group 𝑘 during week 𝑙

FALSE otherwise.

This three-index representation, 𝐺𝑖𝑘𝑙, can be conceptually visualized as a three-dimensional matrix. Here,
each slice along the week dimension 𝑙 corresponds to a specific week in the schedule. Within each weekly slice,
rows represent individual players, and columns delineate the groups. Setting 𝐺𝑖𝑘𝑙 to TRUE (or 1) signifies
that the player 𝑖 is assigned to group 𝑘 in week 𝑙. This formulation offers a significant advantage in terms of
variable count compared to the four-index representation prevalent in DE. As Walsh highlighted in the context
of constraint satisfaction problems with symmetries, employing variable representations that inherently capture
problem symmetries can lead to more compact and efficient encodings [40]. In the SGP, the order of players
within a group is immaterial due to inherent symmetries, a fact exploited by our three-index approach to
eliminate redundant positional indices, thereby reducing the variable space.

4.2. New Sequential Counter encoding

The “Exactly K” constraint, requiring that exactly 𝐾 variables out of a set of 𝑛 Boolean variables are true,
is a recurring pattern in combinatorial optimization problems, extending beyond the SGP to domains such
as Car Sequencing [36], Course Timetabling [34], and Experimental Design [32]. To efficiently handle these
constraints, particularly the Group Size constraint in the SGP, we introduce the NSC encoding. NSC builds
upon the foundational principles of Sinz’s Sequential Counter (SC) encoding [35], but introduces significant
innovations in variable reduction and constraint propagation.

NSC achieves stronger propagation power through a refined implication structure that enables more effective
unit propagation during CDCL search. Consider the auxiliary variables 𝑅𝑖,𝑗 representing “at least 𝑗 elements
among the first 𝑖 are true”. In Sinz’s SC, when the solver assigns a variable, the implications propagate sequen-
tially through the counting chain, requiring multiple inference steps to detect constraint violations. NSC restruc-
tures these chains by introducing bidirectional implications (Eqs. (4)–(7)) that create shorter inference paths.
Specifically, when a player assignment 𝐺𝑖𝑘𝑙 is set to false, NSC’s clauses immediately propagate this information
both forward (updating upper bounds on remaining assignments) and backward (tightening lower bounds on
previous assignments). This bidirectional propagation allows the solver to detect conflicts earlier in the search
tree. For instance, if 𝑝 players have already been assigned to a group and the solver attempts to assign an
additional player, NSC’s structure enables immediate conflict detection through clause (9), whereas SC requires
propagating through the entire counting chain. This mechanism achieves complete Generalized Arc Consistency
(GAC) for the Exactly-K constraint when 𝐾 ≤ 𝑝, meaning that unit propagation alone can detect all domain
inconsistencies without backtracking [5]. The practical impact is substantial: the solver prunes infeasible search
branches earlier, reducing the overall search space explored.

Table 1 provides a theoretical comparison of NSC and SC encodings, quantifying the reductions in variable
and clause complexity achieved by NSC, and highlighting its complete GAC maintenance property for tighter
constraint propagation. The formal proof of correctness for the NSC encoding, establishing its logical equivalence
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to the “Exactly K” constraint while demonstrating its efficiency advantages, is presented in Appendix A. In
the context of the SGP, NSC is specifically employed within NSE to encode the crucial Group Size constraint,
ensuring that each group in each week contains exactly 𝑝 players, as detailed in the subsequent constraint
encoding subsection.

4.3. Constraint encoding

This section details the constraint encodings that form the core of our NSE for the SGP. These constraints,
when combined with the 𝐺𝑖𝑘𝑙 variable representation introduced in Section 4.1 and the NSC encoding from
Section 4.2, ensure that any satisfying assignment corresponds to a valid SGP solution. We categorize these
constraints into basic constraints, which enforce the fundamental rules of the SGP, and Symmetry Breaking
constraints, which aim to reduce the search space by eliminating symmetrical solutions.

4.3.1. Basic constraints

The basic constraints of NSE are designed to enforce the fundamental rules of the SGP, ensuring valid golfer
scheduling. These constraints are detailed below:

Unique Group Assignment constraint

This constraint ensures that each player is assigned to exactly one group in each week. For each player 𝑖 and
each week 𝑙, the sum of 𝐺𝑖𝑘𝑙 over all groups 𝑘 must be equal to 1:

𝑛⋀︁
𝑖=1

𝑤⋀︁
𝑙=1

(︃
𝑔∑︁

𝑘=1

𝐺𝑖𝑘𝑙 = 1

)︃
. (1)

Equation (1) formalizes the Unique Group Assignment constraint. In CNF, this cardinality constraint can be
efficiently encoded using standard techniques, ensuring that for each player and week, they are in at least one
group and in at most one group.

Group Size constraint

The Group Size constraint is crucial, requiring that each group 𝑘 in each week 𝑙 contains exactly 𝑝 players. To
enforce this, we leverage our proposed NSC encoding, detailed in Section 4.2. The NSC encoding is specifically
designed for efficiently representing Exactly-K constraints, where the sum of a set of Boolean variables must be
equal to a specific value 𝐾 (in our case, 𝐾 = 𝑝).

To apply NSC for the Group Size constraint, we introduce auxiliary variables 𝑅𝑘𝑙
𝑖,𝑗 for each group 𝑘 and week

𝑙. The variable 𝑅𝑘𝑙
𝑖,𝑗 is TRUE if and only if at least 𝑗 players from the first 𝑖 players (indexed 1 to 𝑖) are assigned

to group 𝑘 in week 𝑙. The NSC encoding for the Group Size constraint is then defined by the following clauses,
which are generated for each group 𝑘 ∈ {1, . . . , 𝑔} and week 𝑙 ∈ {1, . . . , 𝑤}:

– Initialization: These variables represent the partial sums of player assignments. The initial conditions are:

𝑛−1⋀︁
𝑖=1

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
𝐺𝑖𝑘𝑙 → 𝑅𝑘𝑙

𝑖,1

)︀
(2)

𝑝⋀︁
𝑖=1

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
¬𝐺𝑖𝑘𝑙 → ¬𝑅𝑘𝑙

𝑖,𝑖

)︀
. (3)

Equation (2) states that if player 𝑖 is in group 𝑘 in week 𝑙, then at least one player from the first 𝑖 players
is in that group. Clause (3) states that if player 𝑖 is not in group 𝑘 in week 𝑙, then it is not the case that all
of the first 𝑖 players are in group 𝑘 (since player 𝑖 is not).



180 T.V. KIEU ET AL.

– Sequential counter updates: The 𝑅𝑘𝑙
𝑖,𝑗 variables are updated sequentially based on the player assignments:

𝑛−1⋀︁
𝑖=2

min(𝑖−1,𝑝)⋀︁
𝑗=1

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
𝑅𝑘𝑙

𝑖−1,𝑗 → 𝑅𝑘𝑙
𝑖,𝑗

)︀
(4)

𝑛−1⋀︁
𝑖=2

min(𝑖,𝑝)⋀︁
𝑗=2

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀(︀
𝐺𝑖𝑘𝑙 ∧𝑅𝑘𝑙

𝑖−1,𝑗−1

)︀
→ 𝑅𝑘𝑙

𝑖,𝑗

)︀
(5)

𝑛−1⋀︁
𝑖=2

min(𝑖−1,𝑝)⋀︁
𝑗=1

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀(︀
¬𝐺𝑖𝑘𝑙 ∧ ¬𝑅𝑘𝑙

𝑖−1,𝑗

)︀
→ ¬𝑅𝑘𝑙

𝑖,𝑗

)︀
(6)

𝑛−1⋀︁
𝑖=2

min(𝑖,𝑝)⋀︁
𝑗=2

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
¬𝑅𝑘𝑙

𝑖−1,𝑗−1 → ¬𝑅𝑘𝑙
𝑖,𝑗

)︀
. (7)

These equations recursively define the 𝑅𝑘𝑙
𝑖,𝑗 variables. Clause (4) ensures monotonicity: if at least 𝑗 of the

first 𝑖− 1 players are in group 𝑘, then at least 𝑗 of the first 𝑖 players are also in group 𝑘. Clause (5) states
that if player 𝑖 is in group 𝑘 and at least 𝑗 − 1 of the first 𝑖− 1 players are in group 𝑘, then at least 𝑗 of the
first 𝑖 players are in group 𝑘. Clauses (6) and (7) handle the cases where the count is less than 𝑗.

– Final counter conditions: These conditions ensure that exactly 𝑝 players are assigned to each group:

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
𝑅𝑘𝑙

𝑛−1,𝑝 ∨
(︀
𝐺𝑛𝑘𝑙 ∧𝑅𝑘𝑙

𝑛−1,𝑝−1

)︀)︀
(8)

𝑛⋀︁
𝑖=𝑝+1

𝑔⋀︁
𝑘=1

𝑤⋀︁
𝑙=1

(︀
𝐺𝑖𝑘𝑙 → ¬𝑅𝑘𝑙

𝑖−1,𝑝

)︀
. (9)

Equation (8) enforces the “at least 𝑝” constraint: either at least 𝑝 of the first 𝑛− 1 players are in group 𝑘,
or player 𝑛 is in group 𝑘 and at least 𝑝− 1 of the first 𝑛− 1 players are in group 𝑘. Clause (9) enforces the
“at most 𝑝” constraint: if player 𝑛 is in group 𝑘, then it cannot be the case that at least 𝑝 of the first 𝑛− 1
players are already in group 𝑘.

These NSC clauses, in combination, precisely enforce the Group Size constraint, ensuring that each group
in each week contains exactly 𝑝 players. As discussed in Section 4.2, the NSC encoding achieves this with a
reduced number of auxiliary variables and clauses compared to the standard Sequential Counter encoding, while
maintaining strong constraint propagation properties, contributing to the overall efficiency of the NSE approach
for solving the Social Golfer Problem.

Unique Pairings constraint

The Unique Pairings constraint is essential to guarantee that no two distinct players are assigned to the same
group more than once across all weeks. We express this using the following formula:

𝑤−1⋀︁
𝑙=1

𝑤⋀︁
𝑙′=𝑙+1

𝑔⋀︁
𝑘=1

𝑔⋀︁
𝑘′=1

𝑛−1⋀︁
𝑖=1

𝑛⋀︁
𝑗=𝑖+1

(¬𝐺𝑖𝑘𝑙 ∨ ¬𝐺𝑗𝑘𝑙 ∨ ¬𝐺𝑖𝑘′𝑙′ ∨ ¬𝐺𝑗𝑘′𝑙′). (10)

This formula states that for any two distinct weeks 𝑙 and 𝑙′, and for any groups 𝑘 and 𝑘′ (which can be the
same or different groups), if players 𝑖 and 𝑗 are both in group 𝑘 in week 𝑙, they cannot both be in group 𝑘′

in week 𝑙′. In other words, no two players can meet more than once throughout the tournament, regardless of
which groups they are assigned to in different weeks.
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4.3.2. Symmetry breaking

As discussed in Section 2.2, the SGP exhibits significant inherent symmetries, which can drastically inflate
the search space and hinder solver performance. To mitigate these challenges, NSE incorporates static symmetry
breaking constraints, aiming to prune redundant symmetrical solutions without eliminating any feasible solu-
tions. We employ two primary symmetry breaking strategies: Fixed first week (SB1) and Fixed first 𝑝 players
(SB2).

Fixed first week (SB1)

The Fixed first week strategy addresses symmetries arising from two sources prevalent in the first week (𝑙 = 1)
schedule: reordering players within groups and reordering groups within the week. Without symmetry breaking,
any solution for the SGP can be transformed into numerous equivalent solutions by simply permuting players
within any group or permuting the groups themselves within the first week. SB1 eliminates this redundancy by
imposing a fixed structure on the group assignments for the first week. Specifically, we enforce a lexicographical
ordering of players across groups in the first week:

– Group 1 contains players 1 to 𝑝.
– Group 2 contains players 𝑝 + 1 to 2𝑝.
– . . .
– Group 𝑔 contains players (𝑔 − 1)𝑝 + 1 to 𝑔 × 𝑝 = 𝑛.

This is formally expressed using the 𝐺𝑖𝑘𝑙 variables through the following unit clauses:

𝑔⋀︁
𝑘=1

𝑘×𝑝⋀︁
𝑖=(𝑘−1)×𝑝+1

𝐺𝑖𝑘1. (11)

Equation (11) enforces that for the first week (𝑙 = 1), if a player 𝑖 falls within the player range assigned to group
𝑘 (i.e., (𝑘−1)×𝑝+1 ≤ 𝑖 ≤ 𝑘×𝑝), then the variable 𝐺𝑖𝑘1 is set to TRUE, effectively fixing the assignment. This
significantly reduces the search space by eliminating symmetrical solutions that differ only in player or group
permutations within the first week.

Fixed first p players (SB2)

The Fixed first 𝑝 players strategy targets symmetries arising from reordering weeks after the first week (𝑙 > 1)
and further breaks down player symmetries across weeks. While SB1 fixes the assignments for the first week,
symmetries related to week permutations for subsequent weeks still remain. SB2 partially addresses this by
fixing the group assignments for the first 𝑝 players (players 1 to 𝑝) in all weeks after the first week (𝑙 > 1).
We enforce that for each week 𝑙 > 1, player 𝑖 (where 1 ≤ 𝑖 ≤ 𝑝) is assigned to group 𝑖. This means player 1 is
always in group 1 (for 𝑙 > 1), player 2 is always in group 2 (for 𝑙 > 1), and so on, up to player 𝑝 in group 𝑝
(for 𝑙 > 1), assuming 𝑔 ≥ 𝑝. This strategy not only breaks week symmetries but also partially addresses player
symmetries by consistently assigning the first 𝑝 players to specific groups across weeks (after the first week).
This is expressed by the unit clauses:

𝑤⋀︁
𝑙=2

min(𝑔,𝑝)⋀︁
𝑖=1

𝐺𝑖𝑖𝑙. (12)

Equation (12) dictates that for weeks 𝑙 from 2 to 𝑤, and for players 𝑖 from 1 to min(𝑔, 𝑝), the variable 𝐺𝑖𝑖𝑙

is set to TRUE, fixing player 𝑖 to group 𝑖 in week 𝑙. The min(𝑔, 𝑝) ensures this strategy is applicable even
when the number of groups 𝑔 is less than the group size 𝑝. By incorporating SB1 and SB2, NSE effectively
prunes a substantial portion of the symmetrical search space, guiding the SAT solver towards distinct, non-
symmetrical solutions. While dynamic symmetry breaking methods [4] and symmetry-breaking predicates [13]
can potentially eliminate more symmetries by adapting to the solver’s search trajectory, they introduce overhead
through additional variables, clauses, or runtime detection mechanisms. For NSE, where encoding compactness
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Table 2. Asymptotic complexity of SAT encodings for SGP.

Encoding Variables Clauses

DE 𝑂(𝑔3 × 𝑝2 × 𝑤) 𝑂(𝑔3 × 𝑝3 × 𝑤 + 𝑔4 × 𝑝2 × 𝑤2)

TME 𝑂(𝑔2 × 𝑝2 × 𝑤) 𝑂(𝑔3 × 𝑝3 × 𝑤 + 𝑔4 × 𝑝2 × 𝑤2)

SCESBM 𝑂(𝑔2 × 𝑝× 𝑤) 𝑂(𝑔4 × 𝑝2 × 𝑤2)

NSE 𝑂(𝑔2 × 𝑝2 × 𝑤) 𝑂(𝑔4 × 𝑝2 × 𝑤2)

directly impacts performance, we prioritized static methods that add only 𝑂(𝑔𝑝 + 𝑤𝑝) unit clauses – negligible
compared to overall encoding size – while eliminating dominant symmetries. Our empirical results demonstrate
strong performance across diverse instances, suggesting that more aggressive symmetry breaking would likely
introduce overhead offsetting potential gains, particularly given NSE’s already-compact structure and strong
propagation properties. For specialized “𝑝−𝑝−(𝑝+1)” instances, we augment SB1 and SB2 with targeted static
clauses [29], maintaining low overhead while addressing instance-specific symmetries.

4.4. Complexity analysis

The efficiency of a SAT encoding is critically determined by the generated number of variables and clauses,
directly impacting the SAT solver’s search space and runtime performance. This section provides a more detailed
analysis of the asymptotic complexity of our proposed NSE, comparing it with existing approaches, namely the
DE, the TME, and the Set Constraint Encoding with symmetry breaking (SCESBM). Table 2 summarizes the
asymptotic complexities, which are derived in the subsequent discussion.

Our NSE, as detailed in Sections 4.1 and 4.3, utilizes a three-index variable representation, 𝐺𝑖𝑘𝑙, to denote
the assignment of player 𝑖 to group 𝑘 in week 𝑙. This representation inherently avoids the need for a fourth index
to capture player position within a group. The DE, uses four-index variables to represent player-group-week-
position assignments, contributing to its high variable count of 𝑂(𝑝2 × 𝑔3 ×𝑤), as shown in Table 2. The TME
encoding retains the four-index 𝐺𝑖𝑗𝑘𝑙 variables from DE, but also introduces three-index auxiliary variables
𝐺𝑖𝑘𝑙. Critically, TME eliminates the LADDER variables used in DE, resulting in an overall variable count of
𝑂(𝑔2 × 𝑝2 × 𝑤).

NSE introduces 𝑅𝑘𝑙
𝑖𝑗 variables for the NSC encoding of cardinality constraints. NSE does not employ auxiliary

variables for the Unique Pairings constraint, unlike DE, and does not use two types of variable for the Symmetry
Breaking constraints, unlike TME and some other encodings. As presented in Table 2, NSE’s overall variable
count is 𝑂(𝑔2 × 𝑝2 × 𝑤), which is larger than SCESBM’s 𝑂(𝑔2 × 𝑝× 𝑤).

As shown in Table 2, the clause complexity analysis reveals key insights. For DE and TME, the clause
complexity is dominated by a term of 𝑂(𝑔3× 𝑝3×𝑤), stemming primarily from the encoding of the Group Size
constraint. This dominance highlights the inherent difficulty in efficiently encoding the Group Size constraint
in these earlier approaches, leading to a significant increase in clause count as the group size 𝑝 and number of
groups 𝑔 grow. In contrast, both Set Constraint Encoding with symmetry breaking (SCESBM) and our NSE
achieve a lower asymptotic clause complexity of 𝑂(𝑔4 × 𝑝2 × 𝑤2). This reduction is attributed to the more
efficient encoding techniques employed in SCESBM and NSE, particularly the use of set constraints in SCESBM

and the NSC in NSE for handling cardinality constraints like the Group Size constraint.
It is crucial to emphasize that while asymptotic complexity provides a theoretical measure of scalability,

practical performance is also considerably influenced by factors beyond variable and clause counts. These include
the structure of the clauses, the efficacy of symmetry breaking, and the SAT solver’s ability to perform unit
propagation and other simplifications. As our experimental results in Section 5 demonstrate, NSE’s variable
and clause complexities, combined with the structure of its clauses and effective symmetry breaking, leads
to considerably improved practical performance. NSE allows to solve much more difficult instances for other
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encoding methods, bridging crucial performance gaps, especially, instance 6–3–8 that only can not be solved
with metaheuristics approaches [29].

5. Experimental evaluation

To rigorously assess the performance of our proposed NSE for the SGP, we conducted a comprehensive
series of experiments, comparing NSE against established baseline encodings and variations of NSE itself. This
section details the experimental setup, results, and analysis, demonstrating NSE’s performance advantages and
providing insights into the factors contributing to its efficiency.

5.1. Experimental setup

All experiments were performed on a virtual machine hosted on the Google Cloud Platform, configured as an
e2-highmem-8 instance. This instance type provided 8 virtual CPUs (vCPUs), equivalent to 4 physical cores with
hyperthreading, 64 GB of RAM, and 20 GB of storage. This setup ensured a consistent and powerful computa-
tional environment for evaluating the SAT solver performance. The operating system used was Ubuntu 20.04
LTS (64-bit), a widely used and stable Linux distribution.

The software stack employed consisted of Kissat (version 4.0.2) [9] as the primary SAT solver, chosen for its
state-of-the-art performance and consistent strong showing in SAT competitions [16]. The PBLib library [37],
accessed through the PySAT toolkit [24], was utilized to implement and compare against alternative Exactly K
encodings. PySAT’s Python interface facilitated the integration of PBLib’s pseudo-boolean constraint encod-
ings and provided convenient access to Kissat. The NSE encoding itself, along with the scripts for generating
benchmark instances and processing experimental results, were implemented in Python (version 3.8.10).

For our evaluation, we assembled a comprehensive benchmark set of 66 SGP instances, carefully selected to
represent a diverse range of problem parameters and difficulty levels. These instances are drawn from established
benchmark sets used in prior SGP research, ensuring comparability and allowing us to assess NSE’s performance
against previous state-of-the-art methods. Specifically, our benchmark set includes instances from:

– Gent and Lynce Instances: Instances used in the early SAT-based SGP research, representing a founda-
tional set of problems [18].

– Triska and Musliu Instances: Instances used to evaluate the TME, including instances known to be
challenging for DE [39].

– Lardeux and Monfroy Instances: Instances used to evaluate the Set Constraint Encoding (SCE), includ-
ing the notoriously difficult 8–4–8 instance [27].

– Liu et al. Instances: Instances from recent work revisiting the SGP, including the exceptionally challenging
6–3–8 instance, previously considered intractable for constraint satisfaction approaches [29].

This selection encompasses a wide range of SGP instance sizes (𝑔, 𝑝, 𝑤) and complexities, including instances
specifically designed to be hard for constraint satisfaction solvers, such as 6–3–8 and 8–4–8, as well as
“𝑝−𝑝−(𝑝+1)” type instances known to exhibit significant combinatorial structure [29]. The inclusion of these
challenging instances is crucial for rigorously evaluating the scalability and robustness of NSE.

A time limit of 900 s (15 min) was imposed for each instance solve attempt. This limit provides a reasonable
balance between allowing sufficient time for the solver to potentially find a solution and preventing excessively
long runtimes. The performance of each encoding was evaluated using the following metrics: CPU time (in
seconds) required to find a solution or prove unsatisfiability, the number of instances solved within the time
limit, the total number of Boolean variables in the generated SAT instances, and the total number of clauses in
the generated SAT instance. These metrics, taken together, provide a comprehensive and quantitative assessment
of each encoding’s effectiveness.
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Table 3. Experimental configurations for baseline encodings.

Configuration Description Formulas

TME Triska–Musliu Encoding. Refer to [39]
SCESBM

PBL Set Constraint Encoding with model modification for symmetry break-
ing. Group Size constraint implemented using PBLib’s Sequential
Counter encoding.

Refer to [27]

NSENSC Our proposed NSE. Includes symmetry breaking (SB1 and SB2) and
NSC encoding for Group Size constraint.

(1)–(12)

5.2. Results and analysis

To rigorously evaluate the effectiveness of our proposed NSE, we conducted a series of comparative experi-
ments against established baseline encodings and variations of the NSE itself. This section details these compar-
isons, analyzing solving time, number of variables, and number of clauses to demonstrate NSE’s performance
advantages. The empirical evaluation is structured into two distinct phases: a direct comparison with estab-
lished baseline encodings, and an investigation into the impact of different Exactly K encodings within the NSE
framework.

For each configuration, SAT instances were generated for the selected benchmark problems. To ensure a
fair comparison and minimize bias due to constraint ordering, all possible permutations of the constraint sets
within each encoding were considered. The best-observed performance (prioritizing finding a solution and then
minimizing solving time) is reported for each configuration and instance.

5.2.1. Comparison with baseline encodings

This subsection focuses on a direct head-to-head comparison of our fully optimized NSE encoding (denoted as
NSENSC), incorporating symmetry breaking (SB) and the New Sequential Counter for the Group Size constraint,
against two well-established baseline encodings: the Triska–Musliu Encoding (TME) and the Set Constraint
Encoding (SCE) with model modification for symmetry breaking, where we utilize PBLib for encoding the
Group Size constraint (SCESBM

PBL).
The selection of these baselines is deliberate and crucial for a fair and meaningful evaluation. TME is chosen as

a representative of state-of-the-art SAT-based approaches for the SGP, constituting a significant improvement
over the original DE through auxiliary variables and refined constraint formulations [39]. SCESBM

PBL [27]
embodies a higher-level modeling paradigm rooted in set constraints, subsequently translated to SAT. To ensure
methodological consistency and enable direct comparison with our NSC encoding, we reimplemented SCE using
PBLib’s Sequential Counter for the Group Size constraint, denoted as SCESBM

PBL. This standardization does
not alter SCE’s fundamental modeling paradigm; the high-level model structure, symmetry-breaking strategy,
and automated translation process via ⇔𝑒𝑛𝑐 rules remain unchanged. Rather, it isolates the impact of our
proposed NSC technique from implementation-level variations, following established practices in SAT encoding
evaluation [15, 35]. Table 3 provides a concise overview of these encoding configurations, delineating their key
descriptive features and constraint implementations.

The experimental results presented in Tables 4 and 5 provide a rigorous foundation for analyzing the perfor-
mance of NSENSC against baseline encodings TME and SCESBM

PBL. As evidenced by Table 4, NSENSC demon-
strates a clear overall performance advantage in terms of robustness. While SCESBM

PBL exhibits a slightly lower
cumulative solving time across all solved instances (1301.37 s versus 1621.83 s for NSENSC), NSENSC significantly
outperforms both baselines in terms of the number of successfully solved problems. Specifically, NSENSC solves
56 instances (41 SAT and 15 UNSAT) out of 66 total, compared to 48 instances (34 SAT and 14 UNSAT) for
SCESBM

PBL and only 42 instances (35 SAT and 7 UNSAT) for TME. This superior problem-solving capabil-
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Table 4. Overall performance comparison of baseline encodings (TO: Timeout).

Configuration
Result Time Variables Clauses

SAT UNSAT TO (s) (×106) (×108)

NSENSC 41 15 10 1 621.83 1.13 3.43
SCESBM

PBL 34 14 18 1 301.37 0.97 2.32
TME 35 7 24 1 304.46 1.40 5.49

Table 5. Instances solved by NSENSC but timed out by SCESBM
PBL or TME (TO: Timeout).

Prob.
NSENSC SCESBM

PBL TME
Time Vars Cls Time Vars Cls Time Vars Cls
(s) (×103) (×105) (s) (×103) (×105) (s) (×103) (×105)

5–10–4 0.03 7.68 2.12 1.68 5.45 0.76 TO 11.00 9.38
5–10–5 0.05 10.15 3.44 4.79 7.25 1.41 TO 13.75 12.50
5–7–5 0.02 5.22 1.68 1.64 3.82 0.69 TO 7.00 4.73
5–8–3 0.01 3.44 0.71 0.21 2.44 0.20 TO 5.40 3.48
6–3–8 208.35 2.88 1.64 TO 2.94 0.97 90.27 3.46 2.26
6–5–5 24.29 4.14 1.71 TO 3.48 0.76 TO 5.40 3.61
6–5–6 744.66 5.13 2.53 TO 4.34 1.23 TO 6.48 4.81
6–6–7 2.68 8.53 5.12 TO 6.73 2.57 TO 10.58 9.71
6–7–4 0.03 5.80 2.07 1.99 4.45 0.78 TO 8.06 6.34
6–9–4 0.05 9.23 3.43 4.45 7.02 1.30 TO 12.96 12.59
7–7–8 4.40 18.18 16.93 375.65 14.80 9.36 TO 21.95 30.35
8–10–3 0.09 13.84 6.59 5.53 11.12 1.90 TO 21.12 29.18
8–4–8 28.06 8.66 9.21 TO 8.69 5.73 468.50 10.24 12.86
8–8–9 9.28 35.07 48.27 TO 29.25 28.62 TO 41.47 82.02
9–9–10 381.42 62.69 120.98 TO 53.30 76.42 TO 72.90 198.13
11–11–12 146.80 169.04 589.25 TO 143.63 404.23 TO 191.66 899.51

ity suggests that NSENSC is more broadly applicable and effective across a wider spectrum of SGP instance
complexities.

The higher number of UNSAT results (15 versus 14 and 7) is particularly noteworthy, as proving unsatisfiabil-
ity is typically more challenging than finding a satisfying assignment, requiring the solver to exhaust the search
space completely. This demonstrates NSENSC’s strength in pruning the search space effectively. The lower total
solving time for SCESBM

PBL, despite solving fewer problems, might indicate a slightly faster solving speed on
easier instances, but NSENSC’s ability to consistently solve a larger proportion of the benchmark set with fewer
timeouts (only 10 versus 18 and 24) underscores its greater robustness and overall effectiveness. TME, with the
fewest solved instances and highest number of timeouts (24), appears to be the least robust, struggling to scale
to more challenging problems within the time limit.

While NSENSC generates a slightly higher number of variables (1 125 097) compared to SCESBM
PBL (966 182),

it produces significantly fewer variables than TME (1 404 476). Significantly, NSENSC generates 343 037 639
clauses, which falls between SCESBM

PBL (231 884 495) and TME (549 293 650). The fact that NSENSC solves
the most problems despite not having the smallest encoding size suggests that encoding size alone is not the
sole determinant of solver performance.

The structure of NSENSC’s encoding, rather than just its size, plays a crucial role in solver efficiency [6,15,37].
While SCESBM

PBL leverages set constraints, its automated translation may produce CNF less amenable to
efficient constraint propagation. NSENSC’s direct SAT encoding, despite slightly larger size, results in CNF
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structure better facilitating Unit Propagation – a core CDCL component [5] – allowing more effective search
space pruning. The translation overhead in SCE, even with efficient ⇔𝑒𝑛𝑐 rules, may contribute to its slightly
lower robustness on challenging instances where constraint propagation is paramount.

Table 5 provides a detailed comparison of 16 challenging SGP instances where NSENSC succeeds but at
least one other encoding times out. NSENSC demonstrates remarkable efficiency on mid-sized instances. For
problems like 5–10–4, 5–7–5, 5–8–3, 6–7–4, and 6–9–4, NSENSC achieves solving times under 0.05 s, while
SCESBM

PBL requires between 0.21–4.79 s, and TME consistently times out. This indicates NSENSC’s structure
is particularly amenable to efficient constraint propagation for these moderately-sized problems. NSENSC shows
superior performance on notoriously difficult instances. For the challenging 6–3–8 instance (previously identified
as intractable by Liu et al. [29]), NSENSC finds a solution in 208.35 s, while SCESBM

PBL times out. Interestingly,
TME solves this instance in 90.27 s under optimal constraint ordering, demonstrating how constraint ordering
can significantly impact performance. Similarly, for the 8–4–8 instance (highlighted as particularly challenging
by Lardeux and Monfroy [27]), NSENSC achieves a solution in just 28.06 s, while SCESBM

PBL times out and
TME requires 468.50 s. NSENSC uniquely solves “𝑝−𝑝−(𝑝+1)” type instances like 8–8–9 and 9–9–10, which
remain intractable for both other methods. This success stems from NSENSC’s specialized symmetry breaking
techniques for these structures [29], combined with the efficient variable representation and NSC encoding. For
instance, the 9–9–10 problem is solved in 381.42 s by NSENSC, while both alternatives time out.

When comparing encoding sizes, a trade-off emerges: SCESBM
PBL consistently produces the smallest encod-

ings (e.g., 53 299 variables and 7.64M clauses for 9–9–10 versus NSENSC’s 62 694 variables and 12.1M clauses),
yet it times out on 11 of these 16 instances. This reinforces our finding that raw encoding size is less important
than encoding structure for solver efficiency. Despite NSENSC’s occasional long solving times (e.g., 744.66 s for
6–5–6), its ability to consistently solve these challenging instances demonstrates its robustness across diverse
problem structures. This combination of specialized symmetry breaking, compact variable representation, and
the efficient NSC encoding enables NSENSC to tackle problem instances that remain beyond the reach of other
SAT-based approaches.

By combining a compact and efficient variable representation with the New Sequential Counter encoding and
effective symmetry-breaking techniques, including specialized techniques for “𝑝−𝑝−(𝑝+1)” problems, NSENSC

demonstrates that SAT-based methods can indeed be scaled to tackle even highly complex SGP instances, poten-
tially surpassing the limitations of earlier constraint satisfaction techniques. While metaheuristic approaches
have demonstrated effectiveness in finding good solutions for certain SGP instances, particularly larger ones
that challenge complete methods [12, 39], the key advantage of NSENSC lies in its ability to provide complete
solutions or rigorous proofs of unsatisfiability. This completeness, coupled with NSENSC’s strong empirical
performance in terms of both solving time and robustness, underscores the continued and growing potential
of SAT-based methods for addressing complex combinatorial optimization problems like the SGP, offering a
valuable complement to incomplete metaheuristic techniques.

5.2.2. Comparison of Exactly-K encodings within NSE

This subsection investigates the impact of different Exactly-K encoding techniques on the overall performance
of our New SAT Encoding. While our primary NSE configuration (NSENSC) employs the NSC encoding for the
Group Size constraint, a comparative analysis against other established Exactly-K encodings is crucial. This
comparison isolates the contribution of NSC and provides insights into its effectiveness relative to alternative
approaches.

To achieve this, we examine several variations of NSE, all incorporating symmetry breaking (SB) and the
standard “Unique Pairings” constraint, but differing in their implementation of the Exactly-K constraint. Specif-
ically, we compare NSENSC with configurations using the Binomial encoding, Adder Networks, BDD, and Car-
dinality Networks. Adder Networks, BDD, and Cardinality Networks, drawn from the PBLib library, represent
more sophisticated, polynomial-complexity encodings for cardinality constraints. The Binomial encoding serves
as a fundamental, direct baseline for comparison.
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Table 6. Experimental configurations for Exactly-K encodings.

Configuration Formulas

NSEBINO (1), Group SizeBinomial, (10)–(12)

NSEADDER (1), Group SizeADDER, (10)–(12)

NSEBDD (1), Group SizeBDD, (10)–(12)

NSECARD (1), Group SizeCARD, (10)–(12)

NSENSC (1)–(12)

The Binomial encoding directly translates the Exactly 𝑝 requirement into a combination of at least 𝑝 and
at most 𝑝 constraints. Let’s consider a specific group 𝑘 in a specific week 𝑙. We have 𝑛 players, and we want
exactly 𝑝 of them to be in group 𝑘 in week 𝑙. This can be broken down as follows:

– At least 𝑝 Players: To ensure that at least 𝑝 players are in group 𝑘 in week 𝑙, we can consider the
complementary condition: at most 𝑛− 𝑝 players are not in the group. This is equivalent to saying that if we
select any subset of 𝑛− 𝑝 + 1 players, at least one of them must be in group 𝑘 in week 𝑙. This translates into
a set of clauses. For each subset 𝑆 of size 𝑛− 𝑝 + 1 from the set of all players {1, . . . , 𝑛}, we create a clause:⋁︁

𝑖∈𝑆

𝐺𝑖𝑘𝑙, for all 𝑆 ⊆ {1, . . . , 𝑛}, |𝑆| = 𝑛− 𝑝 + 1. (13)

This requires generating all combinations of 𝑛 players taken 𝑛 − 𝑝 + 1 at a time, which leads to a large
number of clauses for larger values of 𝑛 and 𝑝.

– At most 𝑝 Players: To ensure that at most 𝑝 players are in group 𝑘 in week 𝑙, we can consider all subsets
of 𝑝 + 1 players. If we select any subset of 𝑝 + 1 players, at least one of them must not be in group 𝑘 in week
𝑙. This translates into a set of clauses. For each subset 𝑆′ of size 𝑝 + 1 from the set of all players {1, . . . , 𝑛},
we create a clause: ⋁︁

𝑖∈𝑆′

¬𝐺𝑖𝑘𝑙, for all 𝑆′ ⊆ {1, . . . , 𝑛}, |𝑆′| = 𝑝 + 1. (14)

This also results in a large number of clauses.

The Binomial encoding, therefore, consists of the conjunction of all clauses generated for the at least 𝑝 and
at most 𝑝 conditions. The number of clauses grows rapidly with both 𝑛 and 𝑝.

Table 6 presents a concise summary of these experimental configurations. Table 7 provides a comprehen-
sive overview of the aggregated performance metrics for the NSE framework when utilizing different Exactly-K
encodings across all 66 benchmark instances. As shown in Table 7, NSENSC achieves the highest overall per-
formance, solving 56 out of 66 benchmark instances. This breaks down to 41 SAT and 15 UNSAT instances,
with only 10 timeouts. In comparison, NSEADDER, NSEBDD, and NSECARD each solve 54 instances (39 SAT
and 15 UNSAT), exhibiting identical performance patterns with 12 timeouts each. While these three alternative
encodings perform similarly to each other, NSENSC’s advantage lies in solving two additional SAT instances
and having fewer timeouts overall. In stark contrast, NSEBINO demonstrates significantly reduced effectiveness,
solving only 32 instances (27 SAT and just 5 UNSAT) with 34 timeouts – more than triple the timeouts of any
other encoding. NSEBINO’s particularly poor performance on UNSAT instances (only 5 solved versus 15 for all
other encodings) highlights its inability to efficiently prove unsatisfiability, likely due to the exponential clause
complexity analyzed earlier.

These results demonstrate that NSENSC offers superior robustness across both SAT and UNSAT instances,
while maintaining competitive efficiency. The identical UNSAT performance (15 instances) among NSENSC,
NSEADDER, NSEBDD, and NSECARD suggests that these encodings are equally effective at proving unsatisfia-
bility when possible within the time limit, but NSENSC’s edge in SAT instances indicates better search space
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Table 7. Overall performance comparison of Exactly-K encodings within NSE (TO: Timeout).

Configuration
Result Time Variables Clauses

SAT UNSAT TO (s) (×106) (×103)

NSENSC 41 15 10 1621.83 1.13 343 038

NSEADDER 39 15 12 1272.83 1.72 342 050

NSEBDD 39 15 12 884.39 2.13 343 002

NSECARD 39 15 12 690.97 1.78 342 088

NSEBINO 27 5 34 1516.43 0.15 9.90× 1015

exploration for finding satisfying assignments. We observe that while NSENSC does generate a slightly higher
number of clauses compared to NSEADDER, NSEBDD, and NSECARD, it achieves superior robustness with a
significantly smaller number of variables. Specifically, NSENSC utilizes 1 125 097 variables, whereas NSEADDER

uses 1 715 206 variables (a 52.4% increase), NSEBDD uses 2 130 140 variables (an 89.3% increase), and NSECARD

uses 1 775 568 variables (a 57.8% increase).
The experimental results, viewed through the lens of both clause and variable complexity, reveal a nuanced

performance trade-off. NSEBINO, while minimizing variables further, suffers catastrophically from its exponential
clause complexity. NSEADDER, NSEBDD, and NSECARD, while achieving faster solving times on easier instances
and generating slightly fewer clauses than NSENSC, do so at the cost of a significantly inflated variable count.
NSENSC, by contrast, achieves a favorable balance: while generating a slightly higher clause count, it drastically
reduces the number of variables, creating a more compact and, crucially, more robust search space for the SAT
solver.

An interesting observation from Table 7 is that NSENSC exhibits the longest total solving time (1 621.83s)
among the four effective configurations, despite solving more problems. This apparent paradox deserves closer
examination. The higher total solving time for NSENSC can be primarily attributed to two factors: first, it solves
more problems in total (56 versus 54); and second, it successfully tackles particularly challenging instances
that other configurations cannot solve within the time limit. For example, the notoriously difficult 6–5–6
instance requires 744.66 s and the complex 6–3–8 instance takes 208.35 s to solve (see detailed solving times
in Appendix B.1). These two instances alone account for over 950 s of NSENSC’s total solving time.

Figure 1 further elucidates the performance differences by visualizing the solving times for the top 15 most
time-consuming instances across all NSE configurations. When analyzing the remaining 13 problems in the top 15
most time-consuming instances – those that all successful configurations managed to solve – we find that NSENSC

actually demonstrates more consistent and often superior performance compared to the other configurations.
For these common instances, NSENSC frequently achieves faster solving times than the alternatives, showing
particularly stable performance across medium-complexity problems. This pattern suggests that NSENSC’s
variable-efficient encoding creates a more navigable search space for the SAT solver on typical instances, while
its robustness allows it to tackle challenging instances that remain beyond the reach of other configurations.

Table 8 reveals interesting performance patterns across five historically challenging SGP instances [27,29,39].
While NSENSC solves all five problems, it is not consistently the fastest. For instance, NSEBINO solves the 6–3–8
problem in 84.48 s (versus 208.35 for NSENSC), and NSEBDD remarkably solves 6–5–6 in just 16.68 s (versus
744.66). However, these specialized advantages are offset by significant limitations: NSEBINO fails entirely on two
instances (8–8–9 and 9–9–10) due to exponential clause explosion, while NSEADDER, NSEBDD, and NSECARD

all time out on 8–4–8 and 9–9–10. NSENSC’s key strength is its robustness – it successfully handles all five
challenging instances, including the “𝑝−𝑝−(𝑝+1)” type problems (8–8–9 and 9–9–10) previously identified as
particularly difficult in earlier research. These findings suggest that while certain encodings may excel on specific
problem structures, NSENSC’s balanced approach to variable and clause complexity creates a more consistently
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Figure 1. Top 15 longest solving times instances across all NSE configurations.

Table 8. Solving times for challenging SGP instances across NSE configurations (seconds).

Problem NSENSC NSEADDER NSEBDD NSECARD NSEBINO

6–3–8 208.35 470.93 574.14 181.31 84.48
6–5–6 744.66 574.91 16.68 254.74 332.47
8–8–9 9.28 16.54 10.25 13.72 –
8–4–8 28.06 Timeout Timeout Timeout 566.29
9–9–10 381.42 Timeout Timeout Timeout –

navigable search space across diverse problem instances. This balance between efficiency and robustness makes
NSENSC the most reliable choice overall, despite not always being the fastest for any individual instance.

The NSC encoding, therefore, emerges as a highly effective technique for encoding Exactly K constraints
within the NSE framework. Its key advantage lies in its ability to achieve a superior balance between variable
and clause complexity, minimizing the number of variables while maintaining a manageable and solver-friendly
clause structure. This balance, as evidenced by the significantly enhanced robustness of NSENSC, demonstrably
leads to improved overall performance for solving the Social Golfer Problem, particularly for challenging and
complex instances. The fact that NSENSC outperforms configurations with ostensibly “smaller” encodings (in
terms of clause count alone) highlights the critical importance of considering both variable and clause complexity,
and, more fundamentally, the structure and solver-friendliness of the resulting CNF formula.

5.2.3. Evaluation across different SAT solvers

To investigate the robustness of our findings and evaluate whether the superior performance of NSENSC is
solver-dependent, we conducted additional experiments using multiple state-of-the-art SAT solvers. Specifically,
we compared the performance of all encoding variations using both Kissat [9] and Glucose3 [3], two leading
CDCL (Conflict-Driven Clause Learning) SAT solvers with different underlying heuristics and implementation
approaches.

The selection of these solvers was methodologically deliberate. Kissat, the winner of the 2020 SAT Compe-
tition in the main track [16], represents the cutting edge in SAT solving technology, implementing advanced
techniques like vivification, subsumption, and variable elimination. Glucose3, built upon the MiniSat frame-
work and incorporating the Literal Block Distance (LBD) measure for clause evaluation [2], offers a contrasting
approach with its focus on efficient clause learning and forgetting mechanisms. As noted by Heule et al. [23], the
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Table 9. Number of instances solved by each encoding configuration across different SAT
solvers (TO: Timeout).

Configuration
Glucose3 Kissat

SAT UNSAT TO SAT UNSAT TO

NSENSC 40 15 11 41 15 10
NSEADDER 39 15 12 39 15 12
NSEBDD 39 15 12 39 15 12
NSECARD 38 15 13 39 15 12
NSEBINO 24 5 37 27 5 34
SCESBM

PBL 33 14 19 34 14 18
TME 34 7 25 35 7 24

effectiveness of different encodings can vary significantly across solvers due to their underlying search strategies
and preprocessing techniques, making multi-solver evaluation critical for establishing robust conclusions.

Table 9 presents the comparative results, showing the number of instances solved by each encoding config-
uration when using these two solvers. The consistency of results across both solvers reinforces the validity of
our findings and demonstrates that the relative performance ordering of the encodings remains stable regard-
less of the specific solver employed. All results running configurations on Kissat and Glucose3 are available in
Appendices B.1–B.3.

The results reveal several significant insights. First, NSENSC maintains its superior performance across both
solvers, solving 55 instances with Glucose3 and 56 with Kissat. This consistent advantage across different solving
technologies provides strong evidence for the inherent effectiveness of our proposed encoding, independent of
specific solver implementations. As Ansótegui et al. [1] observe, when an encoding consistently outperforms
alternatives across different solver architectures, it suggests fundamental advantages in its logical structure
rather than mere coincidental synergies with particular solver heuristics.

Second, Kissat generally demonstrates slightly better performance than Glucose3 across all encodings, which
aligns with recent SAT Competition results [7] indicating Kissat’s overall superiority in modern benchmark sets.
However, the performance gap is minimal (typically 0–3 additional instances solved), suggesting that the choice
of encoding has a more significant impact on performance than the choice of modern CDCL solver. This finding
resonates with observations by Järvisalo et al. [25], who noted that encoding design decisions often have a more
substantial effect on overall performance than solver selection for structured problems.

Third, the relative ordering of encoding performance remains remarkably consistent between solvers. NSENSC

consistently outperforms other NSE variants, which in turn outperform SCESBM
PBL and TME. The particularly

poor performance of NSEBINO is evident across both solvers, reinforcing our earlier conclusion about the detri-
mental impact of its exponential clause complexity. This consistency across solvers provides strong validation
for our conclusions regarding the relative merits of different encoding approaches.

The cross-solver evaluation thus strengthens our central thesis: NSENSC’s balanced approach to variable and
clause complexity creates a fundamentally more efficient search space for modern SAT solvers, regardless of their
specific implementation details. Importantly, NSENSC’s advantages are rooted in properties that benefit the core
CDCL algorithm – reduced variable count, complete GAC maintenance, and bidirectional implication chains
– which directly enhance Boolean Constraint Propagation, conflict analysis, and clause learning [31]. These
benefits should transfer to any CDCL-based solver (e.g., CryptoMiniSat, MapleSAT, Cadical) despite differences
in variable selection heuristics or restart policies, though solvers employing radically different paradigms (local
search, portfolio approaches) may exhibit different performance characteristics. As Lynce and Marques-Silva [30]
emphasize, encodings that achieve an optimal balance between conciseness and structural properties amenable
to constraint propagation tend to demonstrate robust performance across different solver architectures. Our
results provide compelling empirical support for this principle in the context of the SGP.
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6. Conclusions

This paper presents a novel SAT encoding approach – the New SAT Encoding (NSE) – specifically designed
to address the scalability limitations associated with solving the Social Golfer Problem (SGP). Our research was
motivated by the inherent constraints of existing SAT-based methodologies, particularly the Direct Encoding
(DE) and Triska–Musliu Encoding (TME), which struggle with larger SGP instances due to combinatorial explo-
sion in variables and clauses. Through careful encoding design and rigorous empirical validation, we demonstrate
that a balanced approach to SAT encoding, prioritizing both conciseness and solver-friendliness, can significantly
enhance the performance and applicability of SAT-based approaches for challenging combinatorial optimization
problems.

The central contribution of this work lies in the development and empirical validation of the New Sequential
Counter (NSC) encoding, a proposed technique for encoding Exactly K cardinality constraints, specifically
optimized for the Group Size constraint within the SGP context. NSE, leveraging the NSC encoding and a
compact three-index variable representation (𝐺𝑖𝑘𝑙), achieves a superior balance between encoding size and
solver efficiency, leading to enhanced robustness and scalability compared to existing SAT-based approaches.

Our experimental evaluations provide substantial evidence for the effectiveness of NSENSC. Comparative anal-
ysis against baseline encodings demonstrates that NSENSC exhibits superior robustness, successfully solving a
larger number of SGP instances, including the previously intractable 6–3–8, 8–4–8, 9–9–10 benchmarks. While
SCESBM

PBL shows faster performance on easier instances and TME offers a lower variable count, NSENSC con-
sistently outperforms them in terms of overall robustness and the ability to tackle complex problems. Specifically,
performance profiles and instance-level analysis reveal that NSENSC’s advantage becomes more pronounced on
harder instances and those with higher constraint density, suggesting that its solver-friendly CNF structure,
enabled by NSC, is particularly beneficial for challenging combinatorial problems.

These findings offer broader implications for SAT encoding design beyond the SGP. Our results underscore
the critical importance of striking a balance between encoding conciseness (minimizing variables and clauses)
and creating a CNF structure that facilitates efficient constraint propagation and conflict-driven learning in
modern SAT solvers. Simply minimizing encoding size is not always the optimal strategy; a more nuanced
approach, considering the solver’s perspective and prioritizing “solver-friendliness,” can lead to more robust
and scalable SAT-based solutions for complex combinatorial problems.

Regarding scalability to very large practical instances, NSE’s polynomial complexity 𝑂(𝑔2𝑝2𝑤) enables solving
moderately large problems, as demonstrated by our largest instance (11–11–12), though extreme-scale appli-
cations (e.g., 50+ groups, 20+ weeks) may require complementary strategies such as decomposition or hybrid
approaches. Future research directions include further refining NSC to reduce clause complexity constant factors,
exploring dynamic encoding methods that adapt to instance characteristics, and investigating NSE’s applica-
bility to other combinatorial problems with Exactly K constraints and symmetries, such as Car Sequencing and
scheduling problems. Furthermore, deeper theoretical investigation into the relationship between CNF struc-
ture, constraint propagation efficiency, and solver performance could guide the design of more effective SAT
encodings for combinatorial optimization.

In conclusion, this paper demonstrates that a carefully designed SAT encoding, exemplified by NSE, leveraging
a compact variable representation, the New Sequential Counter encoding, and effective symmetry-breaking
techniques, can significantly advance the state-of-the-art in SAT-based solutions for the SGP and offer valuable
lessons for tackling a wider range of complex combinatorial optimization challenges.
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Appendix A. Proof of correctness for NSC encoding

This section provides a formal proof of correctness for the New Sequential Counter (NSC) encoding used in the Group
Size constraint described in Section 4.3. We need to prove that the NSC encoding correctly enforces the constraint that
each group contains exactly 𝑝 players.

Let us denote the player assignment variables as 𝐴1, 𝐴2, . . . , 𝐴𝑛, where 𝐴𝑖 = 𝐺𝑖𝑘𝑙 for a fixed group 𝑘 and week 𝑙. Let
𝑆𝑖 represent the number of players from the set {1, 2, . . . , 𝑖} that are assigned to group 𝑘 in week 𝑙. According to our
encoding, 𝑅𝑘𝑙

𝑖,𝑗 = 1 if and only if 𝑆𝑖 ≥ 𝑗 and 𝑅𝑘𝑙
𝑖,𝑗 = 0 if and only if 𝑆𝑖 < 𝑗. We will prove two key properties:

(1) The constraints correctly and completely represent the definition of the 𝑅 variables.
(2) The constraints ensure the “Exactly 𝑝” property of the player assignment.

https://github.com/kieuvantuyen01/SCE
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Property 1: Correct representation of 𝑅 variables

We prove this property by induction on 𝑖.
Base case (𝑖 = 1): From equations (2) and (3), we observe that 𝑅𝑘𝑙

1,1 = 1 when 𝐴1 = 1 and 𝑅𝑘𝑙
1,1 = 0 when 𝐴1 = 0.

This correctly represents the definition of 𝑅𝑘𝑙
1,1.

Inductive case (𝑖 > 1): Assuming the property holds for 𝑖−1, we analyze equations (2)–(7) which can be interpreted
as:

– Equation (2): If 𝐴𝑖 = 1 then 𝑆𝑖 ≥ 1.
– Equation (3): If 𝐴𝑖 = 0 then 𝑆𝑖 < 𝑖.
– Equation (4): If 𝑆𝑖−1 ≥ 𝑗 then 𝑆𝑖 ≥ 𝑗.
– Equation (5): If 𝐴𝑖 = 1 and 𝑆𝑖−1 ≥ 𝑗 − 1 then 𝑆𝑖 ≥ 𝑗.
– Equation (6): If 𝐴𝑖 = 0 and 𝑆𝑖−1 < 𝑗 then 𝑆𝑖 < 𝑗.
– Equation (7): If 𝑆𝑖−1 < 𝑗 − 1 then 𝑆𝑖 < 𝑗.

By the definition of 𝑆𝑖, we know 𝑆𝑖 = 𝑆𝑖−1 + 𝐴𝑖. Using this relation, we can verify that all the above statements are
correct. For completeness, we consider all possible cases for the relationship between 𝑆𝑖−1 and 𝑗:

– If 𝑆𝑖−1 ≥ 𝑗, then 𝑆𝑖 ≥ 𝑗 (by Eq. (4)).
– If 𝑆𝑖−1 < 𝑗 − 1, then 𝑆𝑖 < 𝑗 (by Eq. (7)).
– If 𝑆𝑖−1 = 𝑗 − 1, then the value of 𝑆𝑖 depends on 𝐴𝑖:

∙ If 𝐴𝑖 = 1, then 𝑆𝑖 ≥ 𝑗 (by Eq. (5)).
∙ If 𝐴𝑖 = 0, then 𝑆𝑖 < 𝑗 (by Eq. (6)).

Equations (2) and (3) handle the special cases for 𝑗 = 1 and 𝑗 = 𝑖 where 𝑅𝑘𝑙
𝑖−1,0 and 𝑅𝑘𝑙

𝑖−1,𝑖 would not be defined.
Thus, given 𝑆𝑖−1 and 𝐴𝑖, the constraints fully determine the relationship between 𝑆𝑖 and 𝑗 (or equivalently, the value of
𝑅𝑘𝑙

𝑖,𝑗).

Property 2: Ensuring the “Exactly 𝑝” property

We analyze equations (8) and (9) to prove that exactly 𝑝 players are assigned to each group:

– Equation (8):
⋀︀𝑔

𝑘=1

⋀︀𝑤
𝑙=1(𝑅

𝑘𝑙
𝑛−1,𝑝 ∨ (𝐺𝑛𝑘𝑙 ∧𝑅𝑘𝑙

𝑛−1,𝑝−1)).
This constraint means either 𝑆𝑛−1 ≥ 𝑝 or (𝐴𝑛 = 1 and 𝑆𝑛−1 ≥ 𝑝− 1). Both conditions imply 𝑆𝑛 ≥ 𝑝.

– Equation (9):
⋀︀𝑛

𝑖=𝑝+1

⋀︀𝑔
𝑘=1

⋀︀𝑤
𝑙=1(𝐺𝑖𝑘𝑙 → ¬𝑅𝑘𝑙

𝑖−1,𝑝).
This constraint means if 𝐴𝑖 = 1 then 𝑆𝑖−1 < 𝑝 for 𝑝 + 1 ≤ 𝑖 ≤ 𝑛. This implies 𝑆𝑖 ≤ 𝑝 for all such 𝑖, and consequently
𝑆𝑛 ≤ 𝑝.

Combining these two results, we get 𝑆𝑛 = 𝑝, meaning exactly 𝑝 player variables 𝐴𝑖 are set to 1, which is the desired
“Exactly 𝑝” constraint. Therefore, the NSC encoding correctly enforces the constraint that each group contains exactly
𝑝 players.

Appendix B. Detailed experimental results

This appendix provides comprehensive details of our experimental evaluations, including solving times, variable counts,
and clause counts for all problem instances across different encoding configurations.

B.1. Baseline encodings performance comparison

Tables B.1 presents the detailed performance results for the three baseline encodings: NSENSC, SCESBM
PBL, and

TME using the Kissat solver. For each problem instance, we report the result (S for satisfiable, U for unsatisfiable, – for
undetermined result), solving time in seconds, number of variables, and number of clauses. The notation TO in the time
columns indicates that the solver reached the timeout limit.

B.2. Exactly K encodings performance comparison
Table B.2 presents the detailed performance comparison of different Exactly K encodings within the NSE framework

using the Kissat solver, including NSEADDER, NSEBDD, NSECARD, and NSEBINO.

B.3. Cross-solver performance analysis
Table B.3 presents the comparative performance of all encoding configurations using the Glucose3 solver. Since the

number of variables and clauses are the same as in the Kissat solver tables above, only the solving time (in seconds) is
shown.
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Table B.1. Detailed performance comparison of Exactly K encodings using Kissat solver.

Prob. Res
NSENSC SCESBM

PBL TME
Time Vars Cls Time Vars Cls Time Vars Cls

3–2–2 S 0.001 63 280 0.001 35 70 0.005 108 834
3–6–6 U 0.005 1629 26 139 0.029 919 8898 0.336 2268 74 268
3–8–5 U 0.006 2232 32 616 0.035 1177 10 336 0.901 3240 130 020
3–9–5 U 0.007 2781 41 415 0.043 1432 13 041 0.700 4050 181 062
3–9–6 U 0.009 3456 59 646 0.283 1783 19 872 0.929 4860 226 827
4–3–3 S 0.002 384 4302 0.049 315 1365 0.051 576 11 190
4–7–6 U 0.015 4032 104 972 0.886 2689 42 433 88.778 5376 290 738
4–8–7 U 0.027 6176 188 864 2.504 4065 80 096 16.654 8064 514 448
4–9–7 U 0.033 7704 239 688 3.713 5005 101 466 45.000 10 080 706 194
5–3–2 S 0.006 345 3612 0.012 285 672 0.054 600 12 945
5–3–3 S 0.039 615 9774 0.067 554 3171 0.085 900 23 415
5–3–4 S 0.052 885 18 561 0.082 823 7512 0.114 1200 36 510
5–3–5 S 0.092 1155 29 973 0.141 1092 13 695 0.219 1500 52 230
5–3–6 S 0.198 1425 44 010 0.301 1361 21 720 0.606 1800 70 575
5–3–7 S 0.441 1695 60 672 1.158 1630 31 587 0.925 2100 91 545
5–4–4 S 0.092 1450 33 313 0.138 1200 12 539 0.456 2000 77 330
5–5–6 S 0.155 3500 126 445 1.356 2651 55 850 5.099 4500 255 125
5–7–5 U 0.024 5215 167 485 1.642 3816 68 907 TO 7000 473 270
5–8–3 U 0.011 3440 70 750 0.206 2441 19 964 TO 5400 348 440
5–10–4 U 0.029 7675 212 005 1.683 5451 76 280 TO 11 000 938 075
5–10–5 U 0.048 10150 343 840 4.792 7251 141 090 TO 13 750 1.2E+6
6–3–8 S 208.347 2880 163 986 TO 2938 96 639 90.267 3456 225 765
6–4–7 – TO 4104 222 948 TO 3781 119 004 TO 5040 356 028
6–5–5 S 24.287 4140 171 142 TO 3475 76 058 TO 5400 361 335
6–5–6 S 744.657 5130 253 070 TO 4336 122 715 TO 6480 480 675
6–6–3 S 0.161 2988 78 540 0.254 2269 22 380 1.526 4536 279 594
6–6–7 U 2.678 8532 512 148 TO 6733 257 148 TO 10 584 970 794
6–7–4 U 0.029 5796 207 018 1.994 4453 78 159 TO 8064 633 633
6–9–4 U 0.047 9234 343 314 4.448 7021 129 519 TO 12 960 1.3E+6
7–3–10 – TO 5061 480 999 TO 5377 318 054 TO 5880 604 569
7–4–2 S 0.025 1106 22 095 0.050 936 2461 0.166 1960 84 924
7–6–3 S 0.378 4116 141 339 0.855 3381 41 103 2.855 6174 462 084
7–7–3 S 0.612 5439 192 647 0.964 4264 55 174 7.026 8232 705 110
7–7–8 S 4.404 18 179 1.7E+6 375.650 14 799 936 439 TO 21 952 3.0E+6
8–3–10 S 8.130 6672 819 561 544.840 7252 563 676 32.333 7680 1.0E+6
8–4–2 S 0.007 1456 36 580 0.058 1269 3360 0.014 2560 130 736
8–4–3 S 0.017 2656 104 648 0.618 2505 32 880 0.027 3840 243 984
8–4–4 S 0.031 3856 204 460 2.507 3741 88 592 0.044 5120 388 976
8–4–5 S 0.050 5056 336 016 5.654 4977 170 496 0.069 6400 565 712
8–4–6 S 2.776 6256 499 316 9.733 6213 278 592 6.847 7680 774 192
8–4–7 S 3.286 7456 694 360 23.732 7449 412 880 14.413 8960 1.0E+6
8–4–8 S 28.057 8656 920 924 TO 8685 573 360 468.497 10 240 1.3E+6
8–4–9 – TO 9856 1.2E+6 TO 9921 760 032 TO 11 520 1.6E+6
8–4–10 – TO 11 056 1.5E+6 TO 11 157 972 896 TO 12 800 1.9E+6
8–8–9 S 9.277 35 072 4.8E+6 TO 29 249 2.9E+6 TO 41 472 8.2E+6
8–10–3 U 0.091 13 840 659 072 5.532 11 121 190 044 TO 21 120 2.9E+6
9–3–11 S 31.258 9423 1.6E+6 167.852 10 438 1.2E+6 41.971 10 692 1.9E+6
9–3–12 – TO 10 341 1.9E+6 TO 11 479 1.4E+6 TO 11 664 2.2E+6
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Table B.1. continued.

Prob. Res
NSENSC SCESBM

PBL TME
Time Vars Cls Time Vars Cls Time Vars Cls

9–4–6 S 3.062 7974 795 769 9.765 8102 458 351 5.020 9720 1.2E+6
9–4–7 S 3.619 9504 1.1E+6 19.283 9715 680 976 16.434 11 340 1.6E+6
9–4–8 S 5.077 11 034 1.5E+6 39.112 11 328 947 255 29.866 12 960 2.0E+6
9–4–9 – TO 12 564 1.9E+6 TO 12 941 1.3E+6 TO 14 580 2.5E+6
9–4–10 – TO 14 094 2.4E+6 TO 14 554 1.6E+6 TO 16 200 3.0E+6
9–5–2 S 0.051 2700 89 617 0.372 2335 6518 0.997 4860 354 825
9–9–3 S 6.306 14 499 841 869 9.200 11 908 244 575 67.731 21 870 3.2E+6
9–9–10 S 381.423 62 694 1.2E+7 TO 53 299 7.6E+6 TO 72 900 2.0E+7
10–3–13 – TO 13 980 3.4E+6 TO 15 739 2.6E+6 TO 15 600 3.9E+6
10–6–7 – TO 24 540 3.8E+6 TO 23 485 2.3E+6 TO 29 400 6.0E+6
10–9–3 S 2.766 18 000 1.3E+6 11.085 15 357 373 062 44.537 27 000 4.5E+6
11–6–2 S 0.092 5577 280 098 0.635 4908 14 238 7.712 10 164 1.1E+6
11–11–12 S 146.798 169 037 5.9E+7 TO 143 628 4.0E+7 TO 191 664 9.0E+7
13–13–14 – TO 386 672 2.2E+8 TO 315 524 1.6E+8 TO 430 612 3.2E+8
13–7–2 S 0.190 10 283 731 490 2.373 9177 27 352 14.113 18 928 3.0E+6
15–8–2 S 0.366 17 460 1.7E+6 7.702 15 760 47 927 18.012 32 400 6.8E+6
17–9–2 S 0.726 27 846 3.5E+6 13.706 25 371 78 366 120.602 52 020 1.4E+7
19–10–2 S 1.462 42 275 6.7E+6 24.277 37 857 118 645 152.470 79 420 2.7E+7

Table B.2. Detailed performance comparison of Exactly K encodings using Kissat solver.

Prob. Res
NSEADDER NSEBDD NSECARD NSEBINO

Time Vars Cls Time Vars Cls Time Vars Cls Time Vars Cls

3–2–2 S 0.002 102 289 0.001 102 289 0.001 105 310 0.001 36 331
3–6–6 U 0.007 2544 25 539 0.006 2754 25 644 0.005 3054 25 899 0.177 324 748 110
3–8–5 U 0.010 3288 31 308 0.007 3720 31 716 0.006 3792 31 440 6.744 360 2.5E+7
3–9–5 U 0.018 4533 39 615 0.008 4617 40 191 0.007 4533 39 615 101.346 405 1.6E+8
3–9–6 U 0.025 5646 57 396 0.010 5751 58 116 0.009 5646 57 396 0.000 486 1.9E+8
4–3–3 S 0.054 576 4310 0.032 672 4326 0.032 680 4406 0.003 144 10 098
4–7–6 U 0.036 6172 103 292 0.016 7112 104 072 0.027 6992 103 332 21.176 672 8.4E+7
4–8–7 U 0.061 10 688 185 096 0.029 10 880 187 256 0.027 10 688 185 096 – 896 8.8E+8
4–9–7 U 0.086 12 312 234 000 0.038 13 536 237 456 0.034 12 312 234 000 – 1008 8.0E+9
5–3–2 S 0.011 500 3612 0.009 585 3642 0.009 575 3672 0.042 150 17 547
5–3–3 S 0.065 925 9774 0.040 1095 9834 0.043 1075 9894 0.120 225 30 294
5–3–4 S 0.098 1350 18 561 0.055 1605 18 651 0.060 1575 18 741 0.174 300 45 666
5–3–5 S 0.168 1775 29 973 0.096 2115 30 093 0.116 2075 30 213 0.319 375 63 663
5–3–6 S 0.562 2200 44 010 0.194 2625 44 160 0.251 2575 44 310 0.727 450 84 285
5–3–7 S 1.079 2625 60 672 0.337 3135 60 852 0.356 3075 61 032 0.998 525 107 532
5–4–4 S 0.167 2170 33 118 0.093 2620 33 328 0.109 2650 33 508 1.403 400 362 068
5–5–6 S 0.169 5475 125 720 0.178 6375 126 245 0.173 6400 126 170 2.673 750 5.8E+6
5–7–5 U 0.046 9055 165 145 0.048 9415 166 725 0.024 9055 165 145 – 875 6.3E+8
5–8–3 U 0.031 5830 68 580 0.012 6120 70 160 0.012 5830 68 580 – 600 4.4E+9
5–10–4 U 0.074 11 770 205 135 0.033 13 750 210 310 0.029 11 770 205 135 – 1000 8.0E+11
5–10–5 U 0.109 15 610 334 680 0.054 18 250 341 580 0.049 15 610 334 680 – 1250 1.0E+12
6–3–8 S 470.933 4476 163 944 574.136 5400 164 364 181.306 5190 164 448 84.481 864 620 544
6–4–7 – TO 6156 222 300 TO 7632 223 128 TO 7452 223 236 TO 1008 4.2E+6
6–5–5 S 12.613 6036 170 086 22.248 7620 171 070 21.697 6924 170 278 223.959 900 3.8E+7
6–5–6 S 574.913 7500 251 750 16.684 9480 252 980 254.737 8610 251 990 332.469 1080 4.5E+7
6–6–3 S 0.399 4644 77 472 0.186 5400 78 360 0.216 5292 77 580 51.262 648 1.6E+8
6–6–7 U 2.877 13 500 508 944 2.923 15 768 511 608 2.747 15 444 509 268 – 1512 3.7E+8
6–7–4 U 0.063 10 044 204 282 0.050 10 584 206 460 0.030 10 044 204 282 – 1008 3.0E+9
6–9–4 U 0.107 14 742 335 934 0.053 16 848 341 964 0.048 14 742 335 934 – 1296 6.0E+11
7–3–10 – TO 7896 480 873 TO 9597 481 755 TO 9219 481 818 TO 1470 1.8E+6
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Table B.2. continued.

Prob. Res
NSEADDER NSEBDD NSECARD NSEBINO

Time Vars Cls Time Vars Cls Time Vars Cls Time Vars Cls

7–4–2 S 0.107 1596 21 948 0.046 1932 22 158 0.041 1904 22 172 2.162 392 1.4E+6
7–6–3 S 1.112 6538 139 897 0.450 7518 141 213 0.460 7434 140 023 – 882 5.8E+8
7–7–3 S 1.126 9359 190 029 0.753 9947 192 311 0.736 9359 190 029 – 1029 9.8E+9
7–7–8 S 6.449 31 899 1.7E+6 5.793 33 957 1.7E+6 4.579 31 899 1.7E+6 – 2744 2.6E+10
8–3–10 S 50.804 10 992 819 633 22.932 12 720 820 641 60.992 12 792 820 929 9.737 1920 1.7E+6
8–4–2 S 0.008 2096 36 380 0.008 2560 36 684 0.007 2496 36 660 0.604 512 3.3E+6
8–4–3 S 0.019 3936 104 248 0.021 4864 104 856 0.018 4736 104 808 0.925 768 5.0E+6
8–4–4 S 0.041 5776 203 860 0.037 7168 204 772 0.032 6976 204 700 1.300 1024 6.8E+6
8–4–5 S 0.055 7616 335 216 0.059 9472 336 432 0.052 9216 336 336 1.568 1280 8.6E+6
8–4–6 S 3.774 9456 498 316 4.517 11 776 499 836 3.039 11 456 499 716 5.566 1536 1.0E+7
8–4–7 S 4.186 11 296 693 160 5.428 14 080 694 984 3.165 13 696 694 840 10.067 1792 1.2E+7
8–4–8 S TO 13 136 919 524 TO 16 384 921 652 TO 15 824 921 316 566.293 2048 2.8E+7
8–4–9 – TO 14 976 1.2E+6 TO 18 688 1.2E+6 TO 18 048 1.2E+6 TO 2304 3.2E+7
8–4–10 – TO 16 816 1.5E+6 TO 20 992 1.5E+6 TO 20 272 1.5E+6 TO 2560 3.6E+7
8–8–9 S 16.540 61 312 4.8E+6 10.248 66 048 4.8E+6 13.722 61 312 4.8E+6 – 4608 2.0E+12
8–10–3 U 0.215 20 832 645 808 0.109 25 600 657 744 0.092 20 832 645 808 – 1920 2.6E+14
9–3–11 S 17.067 15 453 1.6E+6 15.423 18 063 1.6E+6 52.146 17 883 1.6E+6 TO 2673 3.3E+6
9–3–12 – TO 16 182 1.9E+6 TO 19 845 1.9E+6 TO 18 855 1.9E+6 TO 2916 3.8E+6
9–4–6 S 4.061 11 979 794 419 4.593 15 084 796 534 3.311 14 499 796 129 8.490 1944 2.2E+7
9–4–7 S 4.807 14 310 1.1E+6 5.004 18 036 1.1E+6 3.854 17 334 1.1E+6 10.132 2268 2.5E+7
9–4–8 S 15.385 16 641 1.5E+6 6.059 20 988 1.5E+6 12.170 20 169 1.5E+6 24.002 2592 2.9E+7
9–4–9 – TO 18 972 1.9E+6 TO 23 940 1.9E+6 TO 22 860 1.9E+6 TO 2916 6.6E+7
9–4–10 – TO 21 303 2.3E+6 TO 26 892 2.4E+6 TO 25 677 2.4E+6 TO 3240 3.7E+7
9–5–2 S 0.224 4014 89 068 0.245 4815 89 725 0.131 4563 89 194 47.515 810 1.5E+8
9–9–3 S 4.726 22 779 830 583 3.738 26 973 841 653 3.793 22 779 830 583 – 2187 5.2E+13
9–9–10 S TO 98 658 1.2E+7 TO 118 827 1.2E+7 TO 98 658 1.2E+7 – 7290 1.7E+14
10–3–13 – TO 21 900 3.4E+6 TO 26 940 3.5E+6 TO 25 380 3.4E+6 TO 3900 7.0E+6
10–6–7 – TO 44 400 3.8E+6 TO 46 680 3.8E+6 TO 44 400 3.8E+6 – 4200 2.7E+10
10–9–3 S 6.592 28 280 1.3E+6 4.550 33 660 1.3E+6 5.583 28 280 1.3E+6 – 2700 1.7E+14
11–6–2 S 0.204 9581 278 173 0.208 10 098 280 263 0.185 9581 278 173 – 1452 1.7E+10
11–11–12 S 57.788 252 648 5.9E+7 169.207 323 433 5.9E+7 49.117 252 648 5.9E+7 – 15972 1.6E+18
13–13–14 – TO 557 700 2.2E+8 TO 744 783 2.2E+8 TO 557 700 2.2E+8 – 30 758 1.9E+22
13–7–2 S 0.462 17 303 726251 0.457 18 837 731 724 0.437 17 303 726 251 – 2366 2.2E+12
15–8–2 S 1.377 29 265 1.7E+6 0.931 32 280 1.7E+6 1.259 29 265 1.7E+6 – 3600 3.2E+14
17–9–2 S 4.740 43 537 3.5E+6 2.153 51 867 3.5E+6 4.379 43 537 3.5E+6 – 5202 4.9E+16
19–10–2 S 6.175 62 529 6.6E+6 3.848 79 230 6.7E+6 5.514 62 529 6.6E+6 – 7220 8.3E+18
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Table B.3. Cross-solver analysis: Glucose3 execution time comparison (in seconds).

Prob. Res NSEADDER NSEBDD NSEBINO NSECARD NSENSC SCEPBL TME

3–2–2 S 0.00007 0.00006 0.00004 0.00006 0.00005 0.00004 0.00011
3–6–6 U 0.00001 0.00002 0.00001 0.00001 0.00001 0.00025 0.06432
3–8–5 U 0.00002 0.00001 0.00002 0.00002 0.00001 0.00031 0.39376
3–9–5 U 0.00002 0.00002 0.00002 0.00001 0.00001 0.00032 0.60153
3–9–6 U 0.00001 0.00002 0.00002 0.00001 0.00001 0.00039 0.54691
4–3–3 S 0.00043 0.00041 0.00038 0.00044 0.00027 0.00020 0.00147
4–7–6 U 0.00001 0.00002 0.00002 0.00002 0.00001 0.00084 50.00841
4–8–7 U 0.00001 0.00001 TO 0.00001 0.00001 0.00168 98.24820
4–9–7 U 0.00001 0.00001 TO 0.00001 0.00002 0.00206 271.20171
5–3–2 S 0.00031 0.00034 0.00055 0.00037 0.00024 0.00113 0.00059
5–3–3 S 0.00072 0.00070 0.00097 0.00080 0.00051 0.00219 0.00295
5–3–4 S 0.00127 0.00139 0.00157 0.00132 0.00087 0.00272 0.00609
5–3–5 S 0.00190 0.00236 0.00229 0.00201 0.00145 0.00436 0.01799
5–3–6 S 0.01593 0.00491 0.01448 0.01317 0.01163 0.03249 0.10050
5–3–7 S 0.16238 0.06003 0.20288 0.07206 0.03175 0.23367 0.61524
5–4–4 S 0.00266 0.00253 0.01359 0.00573 0.00246 0.00163 0.09801
5–5–6 S 0.00456 0.00484 0.17621 0.00470 0.00419 0.00332 0.90438
5–7–5 U 0.00001 0.00001 TO 0.00001 0.00001 0.00124 TO
5–8–3 U 0.00001 0.00002 TO 0.00001 0.00001 0.00068 TO
5–10–4 U 0.00001 0.00002 TO 0.00001 0.00001 0.00164 TO
5–10–5 U 0.00001 0.00002 TO 0.00001 0.00001 0.00211 TO
6–3–8 S 100.30971 184.99386 TO 46.51066 233.76100 TO 138.96160
6–4–7 – TO TO TO TO TO TO TO
6–5–5 S 373.13027 46.88316 198.59375 693.85181 0.72400 342.19753 TO
6–5–6 S 36.17727 71.27352 TO TO 482.67400 TO TO
6–6–3 S 0.00646 0.00565 10.96533 0.00909 0.00341 0.00557 0.17763
6–6–7 U 0.02510 0.02455 TO 0.02281 0.02503 TO TO
6–7–4 U 0.00001 0.00001 TO 0.00001 0.00001 0.00187 TO
6–9–4 U 0.00001 0.00002 TO 0.00001 0.00001 0.00306 TO
7–3–10 – TO TO TO TO TO TO TO
7–4–2 S 0.00141 0.00170 0.04709 0.00429 0.00112 0.00126 0.00768
7–6–3 S 0.01425 0.01165 TO 0.02495 0.00808 0.01283 0.81464
7–7–3 S 0.04058 0.01888 TO 0.02486 0.00846 0.01258 3.33946
7–7–8 S 0.11595 0.26021 TO 0.23287 0.19146 TO TO
8–3–10 S 78.49994 9.74153 15.89754 12.11124 25.28207 TO 68.54075
8–4–2 S 0.00121 0.00237 0.18721 0.00185 0.00153 0.00142 0.00653
8–4–3 S 0.00619 0.00692 0.24349 0.01441 0.00429 0.00493 0.04813
8–4–4 S 0.01352 0.01193 0.37473 0.02084 0.00841 0.07272 0.18444
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Table B.3. continued.

Prob. Res NSEADDER NSEBDD NSEBINO NSECARD NSENSC SCEPBL TME

8–4–5 S 0.02058 0.02006 0.43451 0.03457 0.01376 0.04951 0.19217
8–4–6 S 0.03033 0.03447 0.59435 0.03945 0.02524 0.09591 1.68843
8–4–7 S 0.14530 0.18476 1.23459 0.27696 0.09786 0.64458 12.17533
8–4–8 S TO TO TO TO 44.79725 TO TO
8–4–9 – TO TO TO TO TO TO TO
8–4–10 – TO TO TO TO TO TO TO
8–8–9 S 0.51152 5.11133 TO 1.06394 0.12600 TO TO
8–10–3 U 0.00002 0.00002 TO 0.00001 0.00001 0.00815 TO
9–3–11 S 8.27651 5.55350 TO 12.35044 4.51391 22.76403 64.31680
9–3–12 – TO TO TO TO TO TO TO
9–4–6 S 0.03473 0.05075 1.15263 0.09115 0.03776 0.40639 1.36799
9–4–7 S 0.10879 0.09381 1.45645 0.20516 0.07353 2.13188 8.93786
9–4–8 S 0.52190 0.40823 3.85539 1.75374 0.32896 10.47728 44.91786
9–4–9 – TO TO TO TO TO TO TO
9–4–10 – TO TO TO TO TO TO TO
9–5–2 S 0.00352 0.00454 10.40124 0.00561 0.00261 0.03565 0.03311
9–9–3 S 0.44000 0.06206 TO 0.39656 0.02093 0.20258 80.73761
9–9–10 S TO TO TO TO TO TO TO
10–3–13 – TO TO TO TO TO TO TO
10–6–7 – TO TO TO TO TO TO TO
10–9–3 S 1.93918 0.13607 TO 1.38767 0.07123 5.64720 383.83400
11–6–2 S 0.19837 0.01891 TO 0.16354 0.00826 0.25545 0.37857
11–11–12 S 5.82022 18.52231 TO 5.63009 18.35757 TO TO
13–7–2 S 1.05429 0.03139 TO 0.92313 0.02212 0.89605 1.39715
13–13–14 – TO TO TO TO TO TO TO
15–8–2 S 2.86977 0.29864 TO 3.35101 0.05153 3.91905 5.13703
17–9–2 S 10.46494 0.63461 TO 7.16789 0.12164 27.15444 85.18344
19–10–2 S 48.22833 5.78238 TO 38.23056 0.29304 29.06190 814.92237
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